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Fig. 1. Overview of LayerInbetween. Our framework predicts layered vector images for the input raster keyframes with one-to-one correspondences for visible
and especially occluded strokes, which are used to produce inbetweening frames via stroke interpolation. Layers are predicted from the strokes to resolve
occlusion during inbetweening. Our vector-based approach can facilitate convenient inbetweening editing. Raster keyframes are from Jiang et al. [2022].

Establishing one-to-one stroke correspondences is fundamental to vector-
based animation inbetweening. Animators may face great challenges when
handling occlusion, as occluded strokes must be drawn explicitly in keyframes
and manually hidden frame by frame after stroke interpolation. To reduce
tedious effort, we present LayerInbetween, an occlusion-aware framework
for vector stroke correspondence and automatic inbetweening. It performs
automatic layering to guide stroke tracing and correspondence finding for
occluded strokes, and to resolve occlusion with layers in the inbetween
frames. To predict occluded strokes, we propose a Global-Local Layer Trans-
formation (GLLT) module that progressively improves the spatial alignment
of strokes across keyframes via layer guidance, thereby indicating their po-
tential positions. Our framework is trained on a synthetic dataset comprising
17k+ pairs of keyframes with occlusion and their stroke correspondences.
Extensive experiments demonstrate the effectiveness of LayerInbetween
compared with existing methods and its generalization capabilities to various
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types of drawings. In addition to its superior performance, our vector-based
inbetweening method enables more flexible editing of 2D animation than
raster-based video generation. Code and data for this paper are available at
https://github.com/MarkMoHR/LayerInbetween.

CCS Concepts: « Computing methodologies — Animation; Parametric
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1 Introduction

Vector strokes are essential for 2D animation inbetweening and
production, as animators wish to edit line art with ease via stroke
control points. It often requires significant effort from animators
to manually establish reliable one-to-one vector stroke correspon-
dences between keyframes. This becomes more challenging when
occlusion is present. As shown in Fig. 2, animators must trace oc-
cluded strokes explicitly in the same order across the keyframes (a
& b), and hide them using an interactive tool frame by frame after
the interpolation (c & d). This is particularly time-consuming and
laborious for animators, especially when there are many inbetween
frames. A recent method, JoSTC [Mo et al. 2024], introduces au-
tomation for stroke tracing and correspondence matching, but still
struggles to handle occlusion.
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Fig. 2. Operations in inbetweening product CACANi [2020] for producing
inbetweens with occlusion. Users first trace two vector keyframes (a) and (b),
ensuring one-to-one correspondences of strokes across frames, including
strokes that may be partially or fully occluded. Then, using the Hidden
Stroke Mode, they hide the occluded stroke segments (c). This produces the
final inbetweens (d).

To alleviate tedious manual effort, we present LayerInbetween,
a framework for vector stroke correspondence and automatic in-
betweening that aims to tackle the challenge of occlusion in tight
inbetweening. As shown in Fig. 1, our framework generates layered
vector images for the two input raster keyframes with one-to-one
correspondences for both visible and occluded strokes. Although
the occluded strokes are invisible in the raster images, they are pre-
dicted explicitly in the vector representation to enable subsequent
stroke interpolation. LayerInbetween achieves this by automatically
grouping the strokes by motion and predicting corresponding lay-
ers that make the occluded strokes invisible. Our approach targets
two-layer occlusions between parts of a character or two instances
without stacking order modification during the inbetweening.

A significant challenge in predicting occluded strokes is that they
are invisible in the adjacent keyframe, leaving no visual counterpart
during stroke matching. We propose a Global-Local Layer Transfor-
mation (GLLT) module that uses a visual counterpart of the entire
grouped layer, i.e., partial drawings with a similar appearance across
keyframes, as guidance. The module predicts a global transformation
for each layer to improve its spatial alignment with the visual coun-
terpart, thereby helping identify possible positions for occluded
strokes with motion similar to that of their corresponding layer.
While in most cases different parts within a layer exhibit slightly
varying motions, we incorporate a local layer transformation based
on a smaller stroke view into the module, further improving spatial
alignment when processing each stroke. The coarse-to-fine trans-
formations also help address large motion or deformation across
keyframes, although they require relatively constant topology of
the drawing graph to ensure one-to-one correspondences. Given
that the transformations execute in 2D space, our approach applies
mostly to 2D planar motion.
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Another challenge from the occlusion is that it also brings ap-
pearing strokes without vector input for matching. We introduce a
bidirectional prediction scheme based on the observation that those
appearing strokes become occluded from the ending keyframe to
the starting one. Therefore, our method is applied uniformly to
bidirectional prediction between the two keyframes, enabling the
identification of occluded strokes on both.

To train the GLLT and stroke matching modules, we synthesize a
dataset involving vector occluded strokes absent in existing 2D ani-
mation datasets, such as that in JoSTC [Mo et al. 2024]. We emulate
occlusion generation in 2D animation using an automated algo-
rithm that produces visible and occluded strokes, along with their
one-to-one correspondences. The resulting dataset comprises 17k+
pairs of keyframes and their vector images, which may benefit the
community for handling occlusion using learning-based methods.

We evaluate LayerInbetween with extensive experiments. Com-
parisons with existing correspondence and inbetweening methods
demonstrate its superior performance under occlusions. We demon-
strate its generalization across multi-keyframe sequences and vari-
ous types of drawings, including rough sketches, multi-character
line art, complex scenes, and abstract drawings. Moreover, we show
that our method edits inbetween frames more flexibly than genera-
tive video models, by modifying vector strokes in the intermediate
frame and recomputing the interpolation.

The main contributions of this work are as follows:

(1) A framework for vector stroke correspondence and automatic
inbetweening that resolves occlusion via automatic layering.
It handles both disappearing and appearing strokes through
a bidirectional prediction scheme.

(2) A Global-Local Layer Transformation (GLLT) module that
progressively improves strokes’ spatial alignment between
keyframes using layer guidance, which helps identify the
position of occluded strokes and address large motions.

(3) A synthetic dataset tailored for learning-based occlusion han-
dling in 2D animation, which includes 17k+ pairs of keyframes
and their vector images with correspondences for visible and
occluded strokes.

(4) Extensive comparisons with correspondence and inbetween-
ing methods, evaluation of generalization to various types of
drawings, and an application for inbetweening editing.

2 Related Work

Computer-aided inbetweening and 2D animation have been studied
for long [Burtnyk and Wein 1971; Catmull 1978; Kort 2002; Reeves
1981; Tang et al. 2025; Whited et al. 2010; Yang 2017]. We introduce
four main directions for automating the workflows below.

2.1 Vector-Based Inbetweening and 2D Animation

This solution establishes one-to-one correspondences for vector
strokes, followed by a stroke interpolation process to create inbe-
tweening [Carvalho et al. 2017; Kort 2002; Mo et al. 2024; Whited
et al. 2010; Yang 2017; Yang et al. 2018]. For the challenging problem
of resolving occlusion, most methods rely on interactive operations
that keep humans in the loop. Kort [2002] and Rivers et al. [2010]
handle occlusion through manual layering. BetweenIT [Whited
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etal 2010], CACAI [Yang 2017], and FTP-SC [Yang €2@18] allow
users to draw occluded lines and toggle the visibility of strokes. Jiang
et al. [2022] introduce boundary strokes to specify occluding sur-
faces. Dalstein et aJ2015] propose a novel data structure, called
Vector Animation Complex, for handling occlusion by allowing
topological transitions. Animelnbet [Siyao et.&1023] predicts visi-
bility of stroke vertices but struggles with complex line art with a
large number of vertices, resulting in broken lines and ickering arti-
facts. In contrast, our framework explicitly predicts occluded strokes
and resolves occlusion via automatic layering, without requiring
time-consuming manual intervention.

JoSTC [Mo et ak024] is similar to ours in performing joint stroke
tracing and correspondence nding, but tends to fail under occlu-
sion due to its reliance on each stroke's visible counterpart across
keyframes for transformation-based alignment. In contrast, our ap-
proach handles the tracing and correspondences for both visible and
occluded strokes. We employ a global-local layer transformation
that uses the visual counterpart of the entire layer across keyframes
to guide stroke matching, especially for the occluded ones.

2.2 2D Animation with Template Deformation

This solution constructs a template (i.e., triangular or lattice meshes)
for images and then deforms it via the as-rigid-as-possible (ARAP)
algorithm [Alexa et al 2000; Even et aP023; Igarashi et a2005;

Liu et al. 2023; $kora et al 2009]. To handle occlusion, some meth-
ods [Chen et al2023; Dvoro®nak et aR018; Even et aR025; Su

et al 2018] manually decompose the input into multiple layers or
parts, each controlled by its own mesh. Smith et[@023] deform a
mesh using a human skeletal pose and relies on the semantic prior
of skeletal parts for layering, and thus is limited to animating human
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cartoon videos. LayerAnimate [Yang et @025a] presents a layer-
aware architecture that composes layer-level control signals to ma-
nipulate layers in generated animations, instead of aiming to resolve
occlusion as in our approach. Although large model-based meth-
ods achieve much better visual quality than traditional networks,
they still su er from hallucinations [Liu et al 2024], such as the
uncontrollable generation of imaginary content and discontinuous
interpolation. In contrast, our framework produces inbetweens via
parametric interpolation of corresponding vector strokes, ensuring
smooth and highly controllable interpolation.

2.4 Optimization-Based Animation

This solution directly updates the parameters of vector strokes or
motion trajectories of a template mesh using di erentiable render-
ing [Li et al. 2020]. The optimization relies on a score-distillation
sampling (SDS) loss [Poole et @aD23] derived from the genera-
tive prior of text-to-video di usion models [Wang et al2023]. Gal

et al [2024] and Liu et al[2025a] introduce animating single sketch
instances and text letters represented in vector strokes. AniCli-
part [Wu et al. 2025] and FlexiClip [Khandelwal 2025] animate raster
cliparts using motion trajectories to drive triangular meshes. Zhu
et al. [2025b] instead optimize di erentiable motion trajectories to
animate Bézier curves of vector sketches during animation. MoS-
ketch [Liu et al 2025b] and GroupSketch [Liang et 2aD25] focus

on multi-object sketch animation and decompose object instances
through object grounding or user speci cation. While these ap-
proaches can generate diverse animations driven by text prompts,
they are limited to abstract sketches or simple clipart and are un-
suitable for complex line drawings.

3 The Layerlnbetween Framework

gure images. Brodt and Bessmeltsev [2024] address occlusion by 3 1 Overview

constructing 2.5D meshes in predicted occlusion regions, but the re-
liance on video frame interpolation for blending areas leads to blurry
or broken line segments. By comparison, our vector-based frame-
work resolves occlusion via automatic layering and exhibits better
line continuity and sharpness than the raster-based approaches.

2.3 Generative Animation with Networks

Generative Al has been broadly used in animation production. Some
methods predict optical ows to guide motion interpolation among
keyframes [Chen and Zwicker 2022; Li et 2D21; Siyao et a022,
2021], but the planar warping on discrete pixels tends to fail under
occlusion, causing burry lines and distorted topology [Narita et al
2019; Shen et al. 2024; Zhu et al. 2025a].

Large-scale video di usion models [Blattmann et 2023; Brooks
etal 2024; Guo et aP024; Li et al2024; Ma et aR025; Shi et aP025;
Yang et al2025b] have largely boosted the quality of animation gen-
eration. Most works focus on line art video generation [Huang et al
2024; Li et al2025; Meng et aR025; Zhang et aR025] or motion-
guided animation [Wang et al025; Xie et al2025]. In terms of
frame interpolation, ToonCrafter [Xing et a024] ne-tunes avideo
di usion model on cartoon animation data via a toon recti cation
learning strategy. AniSora [Jiang et.&025b] develops a uni ed an-
imation generation framework trained with large-scale high-quality

Fig. 3(a) shows an overview of Layerinbetween, our framework for
predicting vector stroke correspondences and automatic inbetween-
ing. It takes consecutive raster keyframes, denoting a reference
frame (o and a target frame;, and the vector imag@ of gasinput,

and outputs layered vector imag%0 and @fofor the keyframesg

and i, respectively, with one-to-one correspondences for both visi-
ble and occluded strokes. Then, the framework applies parametric
stroke interpolation to produce inbetween frames. We follow the
hierarchical terminology that a stroke denotes a cubic Bézier curve,
and a stroke chain is composed of a list of connected strokes [Jiang
et al 2020; Mo et al2024; Xu et al2026]. The stroke chains are
created by users when tracing the reference vector keyfrage

LayerInbetween aims to resolve occlusion, a challenging problem
in 2D animation, via automatic layering that helps predict occluded
strokes during the correspondence stage and hides them in the
generated inbetweens.

As Fig. 3(al) shows, in the stroke correspondence stage, Layerin-
between uses the input reference vector fraf§eo perform joint
stroke tracing and correspondence for the target raster framand
produce®. When occlusion is present in the keyframes, it causes
disappearing and appearing strokes, as highlighted;inVhile the
vector stroke correspondence modematches non-occluded and
disappearing strokes based &) it misses the appearing strokes

ACM Trans. Graph., Vol. 45, No. 4, Article 98. Publication date: July 2026.
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Fig. 3. lllustration of the framework of Layerinbetween. (a) It achieves vector stroke correspondence for visible and occluded strokes and automatic inbetweening
with occlusion resolving via layering. (b) The vector stroke correspondence model comprises an automatic layering step to construct stroke groups with regions
and a stacking order, a Global-Local Layer Transformation (GLLT) module to improve stroke alignment between keyframes using layer guidance, and a stroke

matching step to predict the corresponding strokes in the target frame.

without vector input. To address this issue, we introduce a bidirec-
tional prediction scheme, which handles disappearing and appearing
strokes in a uni ed manner. Speci cally, after the forward prediction,
e, ¢o® 121 ® wecompleté® by manually providing the miss-
ing strokes, forming a complementary vector ima@% We detect
connectivity between the manually drawn strokes and the forward
predicted ones, and then merge those that are connected to avoid

3.2 Automatic Layering

Our framework resolves occlusion via automatic layering. Speci -
cally, the generated layers are utilized to identify occluded strokes
in the correspondence stage (Secs. 3.3 & 3.4) and hide them in the
inbetweening stage (Sec. 3.5). As Fig. 3(b1) shows, this step includes
1) reference stroke grouping and 2) layer construction.

fragmentation. As the complemental strokes become disappeared 3.2.1 Reference Stroke Grouping. To predict occluded strokes across

in a reverse direction from the target to the reference, we apply the
same vector stroke correspondence model to predict their corre-
sponding strokeé? in the reference, i.e.! 1-®1)- o°! ®o)- Finally,
by combining the complementary vector strokes, i@).?: ®, Gg)
and C?)O: ®, C?) we establish the one-to-one correspondences for
visible and occluded strokes on both keyframes, which can be used
for subsequent stroke interpolation to produce inbetween frames.
The work ow of the vector stroke correspondence model is il-
lustrated in Fig. 3(b). Given consecutive raster keyframes and the
reference vector image as inputs, an automatic layering step rst
groups the strokes and constructs layers with regions and a stacking
order. Then, a Global-Local Layer Transformation (GLLT) module
progressively improves stroke alignment between keyframes us-
ing the visual counterpart of the entire grouped layer as guidance,
thereby providing a consistent context for subsequent stroke match-
ing. The layer guidance helps identify possible positions of occluded
strokes. Finally, a stroke matching step produces vector strokes for
the target in one-to-one correspondence.

ACM Trans. Graph., Vol. 45, No. 4, Article 98. Publication date: July 2026.

keyframes, we propose grouping independent stroke chains in the
reference vector imag® by motion, as groups with similar internal
motion can help infer the possible positions of occluded strokes,
even though they lack visual counterparts in the adjacent frame.
We use optical ow [Siyao et al2022] to compute the motion of
each stroke chain. Speci cally, with the predicted forward optical
ow from the raster keyframes, we average the pixel o sets for
each stroke chain. Then, we apply the Mean Shift clustering al-
gorithm [Derpanis 2005] without requiring a pre-de ned group
number to the o sets to generate the groups.

3.2.2 Layer Construction. We generate layers including regions
and a stacking order for the generated groups. To construct consis-
tent layers between the reference and the target, we use the video
tracking in SAM 2 [Ravi et al2025] to generate layer masks by treat-
ing consecutive keyframes as a two-frame video. SAM 2 enables
prompt-based segmentation and tracking, and we empirically found
that combining output masks from two prompt types yielded the
best results for most cases. The rst uses the line mask for each
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Fig. 4. Layer mask generation using SAM 2 [Ravi et24125] with di erent
input images and prompts. Line mask denotes line pixels of each stroke
group. The final masks in (c) are produced by combining the output masks
from (a) and (b).

reference stroke group to guide tracking of the line art. As shown

98:5

3.3.1 Global Layer Transformation. This operation transforms the
entire stroke group of each layer to enhance spatial alignment in two
steps: optical ow for translation, followed by network-predicted
transformations including translation, scaling, rotation, and shear-
ing to address complex motion. We use the estimated optical ow in
the reference stroke grouping (Sec. 3.2.1) to compute a translation
o set for each stroke group by averaging all its pixel o sets.

After translation, we adopt the window-based patch-processing
method in JoSTC [Mo et a024] to predict additional transforma-
tion parameters. The region cropping helps reduce redundant in-
formation from the whole image, especially for those stroke groups
occupying relatively small regions, such as the arms in Fig. 5. As
shown in the red dashed box in Fig. 5(a), we de ne a square win-
dow proportional to the layer's size. It lies at the center of the
layer in the reference. The target window shares the same size,
but its center shifts from the reference one with the translation
o set. We crop the reference image, the reference-layer rendering
produced from the vector input, and the target image using their re-

in Fig. 4(a), the segmented masks can capture isolated strokes, butspective windows. Then, we employ a light-weight VGG16-like net-

fail to identify inner regions. The second one adopts the bounding
box of each group as the prompt and tracks on depth maps [Yang
et al 2024]. Although struggling with isolated strokes, this works
better on nding inner regions, as shown in Fig. 4(b). Therefore,
we combine the two types of masks through pixel-wise addition on
their binary mask regions to integrate their strengths.

Regarding the stacking order, it is intuitive to rely on the depths.
However, even the state-of-the-art depth estimation foundation
model [Yang et al2024] is insu ciently robust to ordering line-
art components. Therefore, we adopt a simple strategy of stacking
layers according to areas of their bounding boxes, which works well
in most cases. Our framework also allows manual adjustment of
the stacking order for incorrect predictions. We use the stacking
order to remove inclusion through pixel-wise subtraction among
the binary layer masks.

3.3 Global-Local Layer Transformation (GLLT)

Non-rigid deformation derived from complex motions in 2D anima-
tion often induces topological changes and occlusions. To facilitate
stroke matching, cross-frame stroke alignment via transformations
is required. It is challenging to establish alignment when occluded
strokes are present, due to the lack of a visual counterpart. To over-
come this issue, we propose to transform the entire layers of the

stroke groups based on their visual counterparts across keyframes.

The layer transformation helps indicate possible positions of the
occluded strokes with similar internal motions to the corresponding

layers, as shown in green dashed boxes in Fig. 5(d, €). In most cases

a global layer transformation cannot guarantee full alignment due
to non-uniform deformation within the layer, as shown in the blue

dashed box in Fig. 5(d). We thus propose Global-Local Layer Trans-

formation (GLLT), which further improves the stroke alignment in
alocal stroke view after the global transformation to overcome non-
rigidity (Fig. 5(e)). Compared with JoSTC [Mo et 2024], which
employs a single spatial transformation for visible stroke patches,
our progressive, layer-level transformations explicitly accommodate
occlusions and o er a broader eld of view, enabling more robust
handling of large non-rigid motions.

work [Simonyan and Zisserman 2015] to encode the cropped patches
and output transformation parameteks = 1(.‘2- sBe Pe \g-\z".

1@- Eo2 5 1 , 1¥is translation o set with respect to the window.
152- Bo 2 x0220vare anisotropic scaling parameters that limit the
interval range of the predictionl® 2 » ce c¥%is the rotation angle.
1\/&-\20 2 » ce 2+ ce 2Yis the shearing angle pair. They form a
global a ne transformation:

6 6 6 6 —6 —6
A=Tg . Ts e Ta T Tc° Q)
whereTCG, TBG, TAG, TB6 o andTB6 _ are transformation matrices for

translation, scaling, rotation, and shearing in x and y axes. They are
de ned in terms of the transformation parameteks. As shown in
Fig. 5(c), the global a ne '[ransformatiowi\\6 is applied to transform
the target window, which then crops the target image using the dif-
ferentiable image sampling in Spatial Transformer Networks [Jader-
berg et al 2015]. This produces a target patch in which the layer
rendering (e.g., the head) aligns more closely with the counterpart
in the reference.

Training. While our synthetic dataset stores vector strokes for
layers and their correspondences, it does not include ground-truth
transformation parameters. To train the transformation prediction
network, we compute a shape similarity loss after the transforma-
tion. However, as we aim to align only strokes from a speci c layer,
such as the head in Fig. 5(c), the other layer strokes, e.g., the arms
and the body, may confuse the similarity computation. Thus, we gen-
erate layer renderings from the ground-truth layers in the dataset
for training. We adopt a perceptual loss derived from a VGG16
model ne-tuned on sketch data [Mo et a2021], which is e ective
at measuring structural similarity between line drawings. We use
features from the activation layerelu5_1 to form the loss. During
training, optical ow estimation is not employed to improve the
network's robustness.

3.3.2 Local Layer Transformation. While the global layer trans-
formation has improved the alignment of stroke groups between
keyframes, the non-uniform deformation of local parts within a

ACM Trans. Graph., Vol. 45, No. 4, Article 98. Publication date: July 2026.
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Fig. 5. lllustration of Global-Local Layer Transformation (GLLT). It consists of a global layer transformation performed in the layer view (red dashed box)
and a local transformation applied in the stroke view (blue/green dashed box). They aim to progressively improve stroke alignment for each layer between
keyframes to guide subsequent stroke matching. The blue and green dots in (d) and (e) are the predicted target endpoints corresponding to those in the

reference. The overlay images show the cropped patches from the target image in black, with the original reference-layer rendering overlaid in magenta.
means applying the transformation to the window. Reference and target images are from Jiang et al. [2022].

layer may still lead to local misalignment, such as the hair in the
blue dashed box in Fig. 5(d). Therefore, a local transformation is
necessary. However, stroke-level visual alignment, as proposed in
JoSTC [Mo et a024], is inapplicable to occluded strokes that lack
visible counterparts across keyframes. We thus introduce a local
layer transformation that again uses the layers as guidance in a
local stroke view, enabling further alignment and applicability to
occluded strokes, as shown in Fig. 5(e).

After the global layer transformation, we apply the process of
region cropping again to each endpoint one by one for the local
transformation. Thus, the number of local crops is dependent on
the number of strokes. We rst switch the target transformed win-
dow from a layer view (red box in Fig. 5(c)) to a stroke view (blue
or green box in Fig. 5(d)) through translation and scaling. Then,
we crop patches from the reference and target images using their
corresponding windows and feed them into another network with
the same architecture as the global layer transformation. The net-
work outputs parameters. = 1Ge CeBeBe U \Le \.° forming a
local a ne transformation:

Al=Tg - T g T To Tee (2)

a similar combination of translation, scaling, rotation, and shearing
in the x and y axes. After applying the local transformation to
the target stroke window, the layer strokes in the cropped patch
align better with those in the reference, as shown in Fig. 5(e). This
improves endpoint matching accuracy.

Training. The training process is similar to the global layer trans-
formation, which uses the transformed window to crop target layer
renderings produced from ground-truth vector strokes and then

Fig. 6. lllustrations of stroke matching. Red dots indicate the endpoints,
while blue squares mark the intermediate control points. In (b), the strokes
are highlighted in red. The light-blue polyline denotes an additional input
that specifies the positions of the two endpoints.

3.4 Stroke Matching

The cross-frame stroke alignment with the Global-Local Layer Trans-
formation provides consistent contexts to guide the stroke matching.
This step includes two processes: 1) endpoint matching and 2) inter-
mediate control point matching based on the predicted endpoints.

3.4.1 Endpoint Matching. This process matches each endpoint one
by one in a local patch view via an endpoint prediction network.

It takes the reference patch and the target patch cropped by the
window with the global-local layer transformation as input, and
outputs the corresponding endpoint, as shown in Fig. 6(a). The
network uses the same lightweight VGG16-like architecture with
CNN layers and an MLP as the local layer transformation, except

computes a shape similarity loss between the reference and target that it outputs a matched endpoirg = 1?2& 7° 2 » 1s  1%awith

patches.

ACM Trans. Graph., Vol. 45, No. 4, Article 98. Publication date: July 2026.

respect to the target patch. The relative position can be mapped back
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Fig. 8. lllustration of resolving occlusion with layers. Occlusion masks are
generated from layer masks, which are used to hide occluded strokes.

indicates their possible positions, the prediction for occluded strokes
still fails in some cases due to topological confusion. For example,
the eyeball in Fig. 7 is occluded by ngers, and the stroke matching
module is misled and traces the eyeball along the raster lines of the
Fig. 7. Introduction of occluded stroke fixing. Top: We detect occluded  ngers, leading to severe shape distortion (Fig. 7(j)).
strokes by determining whether a reference stroke (highlighted in red) To overcome this issue, we introduce an occluded stroke xing
lies within the target layer region a er the global-local transformation. gy a1eqy that detects reference vector strokes that are occluded in
Bo om: Cqmparlsons of results wnhogt vs. with occluded stroke flxmg. We the target and then xes them by reusing the reference stroke pa-
show partial vector strokes for brevity. Reference and target images are L - .
from Narita et al. [2019]. rameters to maintain the shape, as shown in Fig. 7(k). The detect_|on
of occluded strokes relies on the target layer masks predicted during
the automatic layering step, which indicate target layer regions. As
to a coordinate in the original target image, since the global-local shown in Fig. 7, when matching a reference stroke of a layer, we
layer transformation is invertible. use the corresponding target layer mask to determine whether the
stroke lies on the target layer region after the global-local trans-
formation. Speci cally, we apply the predicted transformation to
the target layer mask and then compute the intersection with the
stroke. If most pixels of the stroke are outside, as in Fig. 7(g), we
Lep%%°= % % ,” (3) treat it as occluded and should be xed. Then, the endpoints and
intermediate control points of the reference stroke are reused for
the target stroke, as shown in Fig. 7(h). The occluded stroke xing
strategy works on both static and non-static occluded strokes, as
shown by the results (e.g., Fig. 16) in later sections.

Training. Our synthetic dataset contains vector strokes for the
keyframes and their correspondences. Therefore, we use the ground-
truth endpoint%; for supervised learning with L1 distance:

3.4.2 Control Point Matching. After matching all the endpoints, we
predict the intermediate control points of each stroke. As shown in
Fig. 6(b), in addition to the reference and target image patches, we
utilize additional inputs, including a reference stroke patch and a
target polyline patch indicating the start and the end of the target . . .
stroke. The target polyline is a raster image rendered from the 3.5 Inbetweening and Resolving Occlusion
two endpoints. The control point prediction network uses a similar ~ After the bidirectional prediction of vector stroke correspondence,
lightweight network with CNN and MLP layers for the endpoint ~ We establish one-to-one correspondences for visible and occluded
matching, except that the two reference patches and two target strokes on the keyframes. We then perform automatic inbetween-
patches are concatenated separately and processed by separate CNNNg by linearly interpolating between the corresponding points
branches. The network outputs two positions for the intermediate ~ @long each stroke. As shown in Fig. 3(a2), this produces raw in-
control points%, = 1?&« 710 2 » 1s 1Yand%, = 122+ 720 2 between framed G """ "5 g C 2 0»1° where all strokes are
» Je s 1Yawvith respect to the target window. They can be mapped visible. Our framework then pI'EdiCtS Iayers for the frames to auto-
back to the coordinate system of the original target image via the matically hide occluded strokes, resulting in the nal inbetweens
invertible global-local layer transformation. 50 """c®"""+1§. This alleviates the workload of manually specifying
. o ) stroke visibility frame by frame compared with existing interactive
Training. We use tr_le stroke_endpomts in t_he dataset as input, approaches [Jiang et al. 2022: Yang 2017: Yang et al. 2018].
and the ground-truth intermediate control point%, and%, for
supervised learning with L1 distance: Resolving Occlusion with Layers. Similar to the automatic layering
_ " step in the vector stroke correspondence model, we employ the video
Lop'%, % %%, = % Ty 12 % %, 1 “) tracking function of SAM 2 [Ravi et aR025] to create layers for
3.4.3 Occluded Stroke Fixing. While the proposed Global-Localeach inbetween frame. Since the raw inbetween frames may contain
Layer Transformation (GLLT) module helps align occluded strokes overlapping strokes from multiple layers, which can confound layer-
based on the visible counterparts of layers across keyframes and region tracking, we render the layer-drawing sequences and track
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